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EL MOMENTO IPHONE DE LA IA.

HPC — Al Physics and mathematical number crunching
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Paralell computing. Large datasets. Converged solutions

DIGITAL TWINs

Graphics oriented. Ray Tracing - Hyperrealism

DIMENSIONES DE SOLUCIONES DE A

LLM = Transformers — Gen Al

Xlarge Sets — Multimodal — Multi layer

Throughput and low latency oriented- Inference focus
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ACCELERATING Al & HPC TO TRANMSFORM AUTOMOTIVE ACCELERATING DIGITAL TRANSFGRMATIGH IN F5l Al USE CASES IN OIL AND GAS
Al {Al and Gas
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NVIDIA HAS SOLUTIONS FOR THE ENTIRE
HEALTHCARE PATHWAY
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MYIDHA AL ENTERPRISE IN MEDIA AND EMTERTAINBENT POWERING RETAIL IN THESE CHALLENGING TIMES
op 3 Segrents of Al Use Cases in Retail MNYIDIA TECHNOLOGIES TRANSFORMING AEC WORKFLOWS
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https://alphafold.ebi.ac.uk/ https://waymo.com/intl/es/ https://monai.io/

AlphaFold
Protein Structure Database
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AlphaFald DB provides o wocess fo ower 200 million protein
structure pradictions ta acce e sciantific resaarch.

Uiz cupauricnzio
‘migunlahl:

Background

Medical Open Network

for Artificial Intelligence

Care . I Label I Deploy App SDK

1,500,000+ downloads and counting
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“Data Privacy and IP
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TECHNOLOGY BEHIND IT ALL *
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NVIDIA Hopper and Ada Datacenter Products

Ampere will co-exist with Hopper and Ada

Most Versatile Platform Highest Compute Single GPU Al + HPC Fa::is:;?ar;:;r:a ! nghes:It_:luugISdraphlcE Entr ftli;:'I:l.len'?versal
Diverse Workloads Performance HPC & Al LLM Inference . ena y
Text to Image/Video & Edge Al

lfime] 1 @

L%
Graph Neural Netwarlks DL T[aining Lar anguage Models Text to Ir'l'bﬂge!"u"ldel] Al Omniverse Inference + Yideo

- Multi-modal Generative Al
1

Large Recommendation
Training and Inference

=9

Vector Databases

Scientific Research

Data Analytics

Confidential Compute MIG

DL Training + Inference

©

Omniverse + Gen Al

1 - 256 GPUs per domain
Besl Inference TCO
Adv, Arch for HPC

Grace Hopper
Superchip

1000W | 256GB | BOGE
Custom Form Factor

4-8 GPUs per Baseboard
Highest Compute
Performance Al, HPC & Data

HGX H100/H800

TOOW | 80GE | NVLink
sekb

Lip to 8 GPUs per node

NvLink bridge between pairs
Ln t

0 56 MIG Instances per node

4-8 GPUs per node
Fastest RT Graphics
Largest Render Models

L40S

I50W | 48G8
2-Slot FHFL

Wirtual Warkstation + Cloud XR

3

Cloud Rendering & vWS

Edge Video and Al

Mobile Cloud Gaming
+ WS

4-8 GPUs per node
Fastest RT Graphics
Largest Render Models

L40

3I00W | 418GE
2-Slot FHFL

1-16 GPUs per node
Video & Graphics
Compact &Versatile

L4

T2W | 24GB
1-Slot HHHI

Compute + Extended Fast

Mem
{GPU Partitioning: »GPU spatial with MIG)

Compute + Confidential Compute
[GPU Partitioning: wGPU spatial with MIG)

Universal Compute & Graphics
[GFU Partitioning: wGPU time-slice)

Ampere products continue to ship
A100/AS00* /A40/A30/A16/A10/A2

I—

“E NVIDIA

*H100/H800 NVL/H100/H800 PCle/A100/A800 PCle have very long lead times. A100/A800 is EOL in Q1 2024



Identifying Photos

Image Classification

Language Model

Language Model
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Large Language Models

TRANSLATE (Transformer)

Transformer
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Labeled Datasets

Unlabeled Datasets
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THE NEXT ERA OF GENERATIVE Al

TEXT
AUDIO
IMAGE

3D
VIDEO

DNA
Generative Chatbot PROTEIN

MOLECU
LE

ANIMATI
ON

Large Language Models
(Transformer)

Google

Gemini

O\ Meta
NLLB

H MISTRAL
AI_

Mixtral

Generative Al

Multimodal Generative Al
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Mixture of Experts (MoE)

Realtime
<50ms latency

Parameters
>10T

Sequence Length
>32K input

> < >

Production GenAl Inference
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NVIDIA Enables Explosive Growth in Al Computational Requirements
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Announcing NVIDIA Blackwell

The Engine of the New Industrial Revolution

Built to Democratize Trillion-Parameter Al
20 PetaFLOPS of Al performance on a single GPU
4X Training | 30X Inference | 25X Energy Efficiency & TCO

Expanding Al Datacenter Scale to beyond 100K GPUs
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Al SUPERCHIP 2nd GEN TRANSFORMER ENGINE 5th GENERATION NVLINK RAS ENGINE SECURE Al DECOMPRESSION ENGINE
208B Transistors FP4/FP6 Tensor Core Scales to 576 GPUs 100% In-System Full Performance 800 GB/s

Self-Test Encryption & TEE
<ANVIDIA. I



NVIDIA NIM Microservices for Generative Al Inference
Available now as part of NVIDIA Al Enterprise 5.0; $4500/GPU/Year, $1/GPU/HR

NVIDIA NIM

Prebuilt container and Helm chart

Industry standard APIs

o

Support for custom models

Domain specific code

Optimized inference engines -

Deploy anywhere and maintain control of
generative Al applications and data

Simplified development of Al application
that can run in enterprise environments

Day O support for all generative Al models
providing choice across the ecosystem

Improved TCO with best latency and throughput
running on accelerated infrastructure

Best accuracy for enterprise by enabling tuning
with proprietary data sources

Enterprise software with feature branches,
validation and support

2 MYIDIA,



BLACKWELL SYSTEM SPECIFICATIONS
[ eowee e ewe ]

Blackwell GPUs 72 8 8
FP4 Tensor Core 1,440 petaFLOPS 144 petaFLOPS 112 petaFLOPS
FP8/FP6/INTS 720 petaFLOPS 72 petaFLOPS 56 petaFLOPS
Fast Memory Upto30TB uptol1.5TB Up to 1.5TB
Aggregate Memory Bandwidth Up to 600 TB/s Up to 64 TB/s Up to 64 TB/s
Aggregate NVLink Bandwidth 130 TB/s 14.4TB/s 14.4TB/s
CPU Cores 2592 Arm Neoverse V2 cores - -
- @ OO rerGruspesfietes 0]
FP4 Tensor Core 20 petaFLOPS 18 petaFLOPS 14 petaFLOPS
FP8/FP6 Tensor Core 10 petaFLOPS 9 petaFLOPS 7 petaFLOPS
INT8 Tensor Core 10 petaOPS 9 petaOPS 7 petaOPs
FP16/BF16 Tensor Core 5 petaFLOPS 4.5 petaFLOPS 3.5 petaFLOPS
TF32 Tensor Core 2.5 petaFLOPS 2.2 petaFLOPS 1.8 petaFLOPS
FP64 Tensor Core 45 teraFLOPS 40 teraFLOPS 30 teraFLOPS
GPU memory | Bandwidth Up to 192 GB HBM3e | Up to 8 TB/s
Multi-Instance GPU (MIG) 7
Decompression Engine Yes
Decoders 2x 7 NVDEC
2x 7 NVIPEG
Power Configurable up to 1,200W Configurable up to 1,000W Configurable up to 700W
Interconnect 5th Generation NVLink: 1.8TB/s
PCle Genb6: 256GB/s
Server options NVIDIA GB200 NVL72 partner and NVIDIA- NVIDIA HGX B200 partner and NVIDIA-Certified | NVIDIA HGX B100 partner and NVIDIA-Certified
Certified Systems with 72 GPUs Systems with 8 GPUs Systems with 8 GPUs

1.Preliminary specifications subject to change. All Tensor Core numbers with sparsity.
2.GB200 Superchip configuration includes 2 high performance B200 GPUs and one Grace CPU
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