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Processor
Family

AMD EPYC  trusted to power one-third the world’s servers

Source: Mercury Research Sell-in Revenue Shipment Estimates, 2023 Q4
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Consistently delivered four generations of 
leadership performance and efficiency in six years

AMD server share
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Driving Significant Growth

AMD is Now World’s Third Most Valuable Semiconductor Company 
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HPC & AI Training and inference portfolio
Data Center   |   Edge   |   End Point

AMD Instinct

HPC and Data Center

Training and Inference

AMD Alveo

Data Center and

Edge Inference

AMD EPYC

CPU AI Leadership

AMD Versal  

AI Edge

AI + Sensor

Embedded Inference

AMD Ryzen

Ryzen  AI for

Windows PCs

Accelerators Accelerators Processors Embedded Mobile Processors
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EPYC 9004
“Genoa”

Launched Nov. 2022

“Turin”

▪ 16 to 96  “Zen 4” 

cores in 5 nm 

▪ DDR5-4800

Next-GenerationCache-optimized

Technical Compute 
CFD, FEA, Weather, O&G

Maximum Throughput

FLOPs-based Computing

Capacity HPC

Performance-per-core

High Throughput

General Purpose

Launched June 2023 Launched June 2023 Coming 2H 2024 

▪ Up to 128  “Zen 4c” 

cores in 5 nm 

▪ DDR5-4800

▪ Up to 96  “Zen 4” 

cores in 5 nm 

▪ Up to 1+ GB L3 Cache

Per Socket

▪ Zen 5 core

▪ Increased memory BW

▪ Increased throughput

EPYC 9004
“Bergamo”

EPYC 9004X
“Genoa-X”

Common socket and platform (SP5)

12 channels DDR5 memory

128 lanes PCIe5
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ANSYS  CFX ANSYS  Fluent ANSYS  LS-DYNA OpenFOAM

Results may vary due to factors including system configurations, software versions and BIOS settings. 

As of 6/13/2023, see ANSYS CFX https://www.amd.com/system/files/documents/amd-epyc-9004x-pb-ansys-cfx.pdf, 

ANSYS LS-DYNA https://www.amd.com/system/files/documents/amd-epyc-9004x-pb-ansys-ls-dyna.pdf, ANSYS Fluent  https://www.amd.com/system/files/documents/amd-epyc-9004x-pb-ansys-fluent.pdf and OpenFOAM https://www.amd.com/system/files/documents/amd-

epyc-9004x-pb-openfoam.pdf. 

®®®® ®®®
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AMD Zen Software Studio
Toolchain Ecosystem

OPTIMIZED

 LIBRARIES

PERFORMANCE 

COMPILERS

PLATFORM 

COMPILERS

DEVELOPER 

TOOLS

AOCC

AMD 

Optimizing 

CPU 

Compilers

AMD Optimizing 

CPU LibrariesAOCL AMD µProf

Performance & 

Power Profiling 

Tools

BENCHMARKS

ZenDNN CPU Inference 

Acceleration

Package Manager integration (e.g. Spack)

GCC

LLVM

Visual Studio®

Linux®, Windows®, FreeBSD

Applications

AMD offers professional software development tools 

optimized for Enterprise & HPC applications on EPYC  CPUs

HPL

HPCG

STREAM
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https://www.amd.com/system/files/documents/lawrence-livermore-national-laboratory-case-study.pdf
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https://www.amd.com/system/files/documents/oregon-state-university-delivers-big-science-hpc.pdf
https://www.youtube.com/watch?time_continue=6&v=yXEGdCxfRn4&feature=emb_logo
https://www.youtube.com/watch?time_continue=6&v=yXEGdCxfRn4&feature=emb_logo
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https://www.amd.com/system/files/documents/u-of-ulm-amd-case-study.pdf
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Instinct HPC Update
HPC Admintech 2024



19

[Public]



20

[Public]



2121 AMD INSTINCT  MI300 LAUNCH - PUBLIC

[Public]



2222 AMD INSTINCT  MI300 LAUNCH - PUBLIC

[Public]



2323 AMD INSTINCT  MI300 LAUNCH - PUBLIC

[Public]

APU Programming Model

CPU CODE GPU CODE APU CODE

double* in_h = (double*)malloc(Msize);
double* out_h = (double*)malloc(Msize);

for (int i=0; i<M; i++) // initialize
 in_h[i] = …;

cpu_func(in_h, out_h, M);

for (int i=0; i<M; i++) // CPU-process
 … = out_h[i];

double* in_h = (double*)malloc(Msize);
double* out_h = (double*)malloc(Msize);
hipMalloc(&in_d, Msize);
hipMalloc(&out_d, Msize);

for (int i=0; i<M; i++) // initialize
 in_h[i] = …;

hipMemcpy(in_d,in_h,Msize);
gpu_func<< >>(in_d, out_d, M);
hipDeviceSynchronize();
hipMemcpy(out_h,out_d,Msize);

for (int i=0; i<M; i++) // CPU-process
 … = out_h[i];

double* in_h = (double*)malloc(Msize);
double* out_h = (double*)malloc(Msize);

for (int i=0; i<M; i++) // initialize
 in_h[i] = …;

gpu_func<< >>(in_h, out_h, M);
hipDeviceSynchronize();

for (int i=0; i<M; i++) // CPU-process
 … = out_h[i];

• GPU memory allocation on Device
• Explicit memory management between CPU & GPU
• Synchronization Barrier
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Results may vary. See endnotes: MI300-31, MI300-30, MI300-29
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4x
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1x

1x

1x

LLM per system

Performance per system

Max LLM size per system

1x
MPT-30B

2x
~70B vs. ~30B

1 
AMD Instinct

MI300X Platform1
Nvidia

H100 HGX

1.5 TB  HBM3    |  42.4 TB/s640 GB  HBM3    |   26.4 TB/s

Training InferenceTraining & Inference

2x
~30B

1.6x
Bloom 176B

2x
~70B

2x 
~680B vs. 290B
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AMD Confidential

▪

▪

▪

▪

▪

▪

* All performance data provided are based on best available projections & subject to change
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AMD Instinct

MI300X
Platform

Nvidia

H100
HGX

Throughput
Tokens / sec

MPT
Model size: 30B

Model Fine Tuning

1x

Results may vary. See endnotes: MI300-40
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Figures are median. Results may vary. See endnotes: MI300-34, MI300-38

AMD Instinct

MI300X
Platform

Nvidia

H100
HGX

1.76xBLOOM
Model size: 176B

Throughput
Tokens / sec
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HIGHLY CONFIDENTIAL & SHARED UNDER NDA
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HPC Programming 
Languages / Models

ML Frameworks

Triton

Distributed Training

Container Management & Orchestration

Inferencing

Datacenter Operations

rocm-smi Data Center Tool

AMD Model Development Lifecycle Support 
AMD OFFERS BROAD SUPPORT ACROSS THE ENTIRE HPC AND AI WORKFLOW

Developer Tooling

rocProfiler Debugger 

HPC Compilers

HIP

CrayPE
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Business Services

Fine Tunes Models

AI Solutions & 
Services

Ecosystem

Triton

Hugging Face

Open Software 
Platform

GPU

Apache License

GPL License

HIPIFY

RedHat, SLES & Ubuntu Device Drivers and Run-time

DebuggerProfile/TracerCompiler

RCCLrocFFTrocRANDrocBLAS

MIOpen

rocWMMA

Composable 
Kernel

MIGraphX

rocBLASLt

AI FocusedHPC Focused

rocPRIM

rocThrus
t

rocSOLVER

rocSPARSE

rocALUTION

Drivers 
Runtimes

Compilers & 
Tools

Accelerated AI 
Math & 

Communication 
Libraries

AMD ROCm Software Stack

Use of third party marks/logos/products is for informational purposes only and no endorsement of or by AMD is intended or implied GD-83
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Transitioning Workloads: AMD Supports All Required AI Libraries
FEATURE PARITY WITH COMMONLY USED MATH AND COMMUNICATION LIBRARIES 

NVIDIA AMD

Math Libraries

cuSparseLT hipSparseLT [Alpha] (ROCm 6.0)

cuTensor hipTensor [Alpha] (ROCm 6.0)

cuBLAS rocBLAS

cuBLASLt hipBLASLt

cuFFT rocFFT

cuSOLVER rocSOLVER

cuSPARSE rocSPARSE

cuRAND rocRAND

Communication Library NCCL RCCL

C++ Core library
Thrust rocThrust

CUB hipCUB

Wave Matrix Multiply Accumulate Library WMMA rocWMMA

Deep Learning / Machine Learning primitives cuDNN MIOpen

C++ templates abstraction for GEMMs CUTLASS Composable Kernel (CK)

AMD DEVELOPS EQUIVALENT OPTIMIZED LIBRARIES 
TO MAXIMIZE PERFORMANCE OF COMMONLY USED HPC AND AI FUNCTIONS
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Iberia Team
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